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ABSTRACT
The limitations of contact-logging experiments, particularly
those based on periodic Bluetooth neighborhood scans, pre-
vent them from detecting many contact opportunities. This
paper highlights recent results on inferring a plausible move-
ment from contact traces and shows how they may be used to
identify those missed contacts. This analysis is then applied
to the Rollernet contact trace and indicates that these missed
contacts have an important impact on protocol performance
evaluation.

Categories and Subject Descriptors
C.2.1 [Computer-Communications Networks]: Network
Architecture and Design—Store and forward networks; I.6.m
[Simulation and Modeling]: Miscellaneous

General Terms
Modeling, Measurement

Keywords
Mobility Measurement, Mobility Trace Transformation, Move-
ment Inference

1. INTRODUCTION
Direct capture and measurement of human mobility is es-

sential for improving our understanding of the new networks
and communications opportunities that arise from cheap,
ubiquitous, portable, multi-radio devices. The capture of
human contact opportunities motivated the use of contact
loggers, such as Bluetooth iMotes [4, 8], or, more recently,
custom-built hardware [3]. These typically involve between a
dozen and a hundred nodes, for a short duration, in a highly
constrained space, and in a very specific context, such as
a conference [4], a campus [1], or a rollerblading tour [8].
CRAWDAD is a public archive for such traces [10]. Such
wireless contact traces have provided both valuable insights
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into human mobility and a realistic support for the design
and evaluation of Delay/Disruption-tolerant communication
protocols [2].

Unfortunately the contact traces obtained in this fashion
are known to miss many potential contact opportunities.
Indeed, short contacts could be either missed entirely or
merged into a single long contact if the scanning period is
too long (respectively 600 and 120 seconds for the MIT [1]
and Infocom [4] traces). Due to the specifics of the Blue-
tooth protocol, such as a frequency hopping or forbidding a
device from simultaneously scanning and answering a scan,
even reducing the scanning period (e.g. 15 seconds in the
Rollernet [8] trace) is not enough to adequately measure all
contact opportunities.

Is there a way to detect these missed contacts? Or at
the very least get an idea of their importance and impact
on protocol performance evaluation? In order to properly
address these questions, at least one fine-grained contact
trace is necessary to provide a ground truth against which
to compare. For example, Gaito et al used custom-built
hardware to collect co-worker proximity every second, but
that trace is not yet publicly available [3]. Alternatively,
precise localization information could be used to identify the
missed contacts. In this paper, we take the latter approach,
by building upon our previous work on inferring a plausible
movement from an existing contact trace [9].

The Rollernet contact trace, collected during a rollerblad-
ing tour around Paris, contains plenty of hidden localization
information, which makes it a perfect match for our plausible
mobility inference heuristic. In Section 2, we explain our
method for reconstituting the movement of the Rollernet
participants. We then compare the inferred contact trace to
the original measured one in Section 3, and show how their
differences impact message forwarding performance.

2. FROM CONTACTS TO MOVEMENT
In previous work, we proposed a heuristic for inferring

from a given contact trace a plausible movement1 for all
nodes [9]. This particular heuristic combines ideas inspired
from force-based graph animation with knowledge of past
and future contacts. A complete description and evaluation
of the heuristic is beyond the scope of this paper but the
basic idea is to gradually push nodes closer to each other
up to the moment when the contact appears and push them
away from each other in the absence of any contact. Fur-

1Examples and videos are available at
http://www-npa.lip6.fr/~whitbeck/plausible.html

http://www-npa.lip6.fr/~whitbeck/plausible.html
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Figure 1: Rollernet mobility after 1,500 seconds. Contacts not in original contact trace are in gray.

thermore, nodes all have a maximum speed (10 m/s in this
paper) and past contacts restrain two nodes from moving
too quickly away from each other. Other constraints, such
as obstacles or borders may be added. Of course, recovering
the original nodes’ movement is clearly impossible as too
much information is lost when simply keeping the contact
trace. However we show that it is possible to infer a plausible
movement, i.e. one that could have produced the initial
contact trace [9].

The Rollernet contact trace which logged the contacts of
62 out of an estimated 2,500 participants of a rollerblading
tour around Paris using Intel iMotes [8]. This is a dense
and highly dynamic trace. The topology evolves extremely
rapidly with contacts lasting for an average of 26 seconds
and an average node degree varying between 2.9 and 7.8.

There is a surprising amount of hidden spatial information
in the Rollernet trace, which makes it particularly well suited
for our plausible mobility heuristic. Indeed, we know that
nodes 27 and 38 remained, respectively, at the front and
the back of the rollerblading tour. Furthermore, since the
rollerbladers go down Paris streets we can approximate the
shape of the crowd as a 50 meter wide rectangle. The largest
avenue on the path of this rollerblading tour is the 70 meter
wide Champs-Elysées, but most avenues would more likely be
15-20 meters wide, so this is probably slightly overestimated.
The iMotes also have a fairly short range (less than 30 meters).
Combining all this information with the plausible mobility
inference techniques described above, it is possible to obtain
an animation of the movement of the 62 imotes (see Fig. 1).
This inferred movement will form the basis of our critical
analysis of the Rollernet trace in the next Section.

3. FINDING THE MISSED CONTACTS

3.1 Contact patterns
Using a simple distance-based radio model, in which two

nodes can communicate if their distance is less than the radio
range, we extract an inferred contact trace from the inferred
movement. Fig. 1 is a snapshot of the measured and added
contacts after 1500 seconds.

The inferred contact trace contains the original contacts
from the trace but adds many new contacts, and, on average,
more than doubles the number of existing contacts at any
given time (116.3% of extra contacts as a percentage of
the total number of contacts at each given time). More
specifically, Figs. 2a and 2b, which respectively plot the raw
contact time distribution and its cumulative distribution
function, show that most of the added contacts are shorter
than the 15-second Rollernet scanning period. Note that
this behavior is specific to real-life contact traces and does
not occur when using a “perfect” synthetic contact trace (i.e.
one that is deduced from synthetic mobility) in which, by
definition, no contacts are missing. From such synthetic
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Figure 2: Comparison of original and inferred con-
tacts in the Rollernet dataset.

contact traces, the inferred contact trace is very similar to
the measured one [9].

Are we introducing bogus contact opportunities? Or are
we identifying contacts that the experiment missed?

Beyond the imperfections of the movement inferrence tech-
niques described above, there are several reasons to believe
that we are identifying contacts that the experiment missed.
Firstly, throughout the rollerblading tour, certain nodes, in
particular the iMote-carrying members of the staff, move
back and forth through the crowd. Since the the 20-to-30-
meter range of the iMotes is larger than the width of most
roads, this means that any two rollerbladers passing each
other are likely to create a contact opportunity. Participants
passing within close range of each other are visible on the
animation of the rollerblading tour, and yet do not regis-
ter a contact opportunity in the original trace. Secondly,
some contact configurations are such that some other contact
possibilities must exist for purely geometrical reasons. For
example, particulary in the dense phases of the rollerblading
tour (e.g. waiting at a red light), there are dense clusters of
connected nodes, for which there is no way of arranging their
relative positions so that each node is (i) within transmission
range of all of its contacts, and (ii) out of range for all the
nodes it is not in contact with. Finally, and most importantly,
the close match of the measured and inferred inter-contact
distributions suggests that the new contacts follow the same
contacts patterns as the measured ones and are consistent
with the overall mobility.
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Figure 3: Performance of various routing protocols
on the measured and inferred contact traces.

Fig. 2c plots the raw inter-contact distribution of both
the measured and inferred contact traces. Not only does
the inferred mobility add many short inter-contacts, but
it also adds many longer inter-contacts as well. However,
these added contacts do not have any influence whatsoever
on the inter-contact time cumulative distribution function
depicted in Fig. 2d. This suggests that even though many
new contacts are indeed added, these are consistent with
the measured ones. As nodes move back and forth in the
rollerblading tour, they meet other nodes and create contact
opportunities that are not in the original measured contact
trace but could plausibly have been captured with a finer
measurement technique.

Of course this interpretation needs to be confirmed using
more precise and reliable contact measurements, but the inter-
esting point is that these new contacts have a non-negligible
effect on the performance of standard DTN forwarding strate-
gies.

3.2 Impact on forwarding performance
Using the ONE [5] network simulator, 3000 seconds of

the Rollernet trace were replayed. Every 10 seconds during
the first 2000 seconds, a new 10 kBytes message between a
random pair of nodes is created in the network. Several store-
and-forward protocol were tested: Epidemic, Prophet [6], and
Spray-and-Wait [7] (with 5 and 10 copies).

The results are on Fig. 3. In every case, the new contact
opportunities predictably increase the performance of the
forwarding protocol. This is particularly visible for Spray-
and-Wait on Figs. 3c and 3d.

This analysis does not claim to have recovered what should
have been the forwarding performance had the contact log-
ging been more accurate. However, the interesting point
is that adding those extra plausible contacts significantly
changes both the delay and delivery ratios for all tested
forwarding protocols. This means that the interpretation of
protocol comparison results obtained by replaying existing
contact traces are extremely dependent on the quality of
underlying trace.

4. CONCLUSION
This paper presents preliminary results on mining contact

traces for inconsistencies. They suggest that limitations of
contact logging experiments, particularly those based on
periodic Bluetooth scans, create a disconnect between the
real-life context and the measured contact opportunities.
Forwarding performance results apply only to the measured
contact trace and not necessarily to the exact scenario that
produced it. This is particularly true of the Rollernet contact
trace analyzed in this paper. Furthermore, even if a “perfect”
Rollernet trace were available, it would only capture the
contacts between a small subset of the participants. The
resulting connectivity graph is mostly disconnected whereas
the connectivity graph of all 2,500 participants will most
likely be fully connected at all times. Obviously the conclu-
sions reached in the first case would not apply to the second.
This raises a new line of inquiry for the capture of large scale
mobility data: can one infer the micro-mobility of a crowd
based only on the known mobility of a subset its members?
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